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Goodman Log-Linear Model for Qualitative Data

I. Introduction

Goodman’s log-linear model can be used to extend bivariate analysis for qualitative variables from 2x2 Chi-Square tables (or more generally mxn tables) to trivariate and multivariate analyses. This tool is the analog to multivariate linear regression, exploring the relationship between a dependent variable and an explanatory variable, conditional on other independent variables. 

Analysis of the relationship between two variables is called two-way analysis, between three variables 3-way analysis, etc. However, this technique is seldom used beyond 4-way or 5-way analysis in contrast to multivariate regression. Another difference is that if there are 3 or more categories for a qualitative variable, non-linear aspects of a relationship can be revealed.

We will use an example of brand preference for detergent, dependent on water hardness (soft, medium, hard) and prior use of brand M (yes or no). This example is from Yvonne Bishop, Stephen Fienberg, and Paul Holland, Discrete Multivariate Analysis, Theory and Practice. 
We begin by developing the log-linear model for 2-way analysis and then extend it to three-way analysis for application to detergent preference. If one of the variables in the analysis is clearly the dependent variable, then the log-linear model can be simplified and expressed in terms of the logarithm of the odds. In the case of this example, the log odds of preferring brand X to brand M.

II. Survey of Detergent Preference

The survey of detergent preference included 1008 people. They were asked a number of questions. One question is whether they preferred brand X or brand M. Another question was the hardness of their water. A third question was whether they had previously used brand M or not. The results of the survey are described in the tables below, depending on whether they had previously used brand M or not.




Table 1A: Previous use of Brand M: Yes

	Water Hardness:
	Prefer Brand X
	Prefer Brand M
	Totals

	Soft
	76
	77
	153

	Medium 
	70
	102
	172

	Hard
	61
	95
	156

	Totals
	207
	274
	481





Table 1B: Previous Use of Band M: No

	Water Hardness:
	Prefer Brand X
	Prefer Brand M
	Totals

	Soft 
	92
	80
	172

	Medium 
	99
	73
	172

	Hard
	110
	72
	182

	Totals
	301
	225
	526


As a preview of coming attractions, we will see how revealing looking at the odds can be. In the next table, we list the odds of preferring brand X to brand M, as it varies with water softness and prior use of brand M. The odds are calculated by dividing column 2 by column 3 in Table 1A, and proceeding in a similar fashion for Table 1B.

Table 2: Odds of Preferring Brand X Over Brand M Vs.Water Hardness and Prior Use

	Water Hardness
	Prior Use of Brand M
	No Prior Use of Brand M

	Soft
	0.987
	1.15

	Medium
	0.686
	1.36

	Hard
	0.642
	1.53


By comparing columns 2 and 3 of Table 2, it is apparent that the odds for preferring brand X are higher for those with no prior use of brand M. Note that for these consumers, the odds of preferring brand X increase with water hardness. In contrast, for those consumers who had used brand M previously, the odds for brand X decrease with water hardness. It would appear that preference for detergent brand X not only depends on water hardness, but that the nature of that dependence is conditional on whether or not there has been prior use of brand M.

From this exploratory analysis using the odds approach, it would appear that three-way analysis is appropriate. To begin at a simple starting point, we collapse Tables 1A and 1B into a 2x2 two-way analysis by summing over water hardness. The survey results are reported in Table 3. Using the row sums and column sums from table 3, as well as the grand total of 1007, we calculate the marginal probabilities reported in Table 4. Using the marginal probabilities from Table 4 and the grand total of 1007, we calculate the expected cell counts reported in Table 5.

------------------------------------------------------------------

Table 3: 1007 People Given Two Brands of Detergent , Observed Counts

	
	Prior Use of M
	No Prior Use of M
	Totals

	Brand X
	207
	301
	508

	Brand M
	274
	225
	499

	
	481
	526
	1007


Table 4: 1007 People Given Two Brands of Detergent, Marginal Probabilities 

	
	Prior Use of M
	No Prior Use of M
	Totals

	Brand X
	
	
	0.5045

	Brand M
	
	
	0.4955

	
	0.4777
	0.5223
	1


Table 5: 1007 People Given Two Brands of Detergent, Expected Cell Counts

	
	Prior Use of M
	No Prior Use of M
	Totals

	Brand X
	242.7
	265.3
	

	Brand M
	238.4
	260.6
	

	
	
	
	1


Lastly, Using the observed cell counts in Table 3, and the expected cell counts in Table 5, we calculate the contribution to Chi-Square for each cell, as reported in Table 6.

Table 6: 1007 People Given Two Brands of Detergent, Contribution to (2

	
	Prior Use of M
	No Prior Use of M
	Totals

	Brand X
	5.3
	4.8
	

	Brand M
	5.3
	4.9
	

	
	
	
	


(12 = 5.3 + 4.8 + 5.3 + 4.9 = 20.3, where the critical value at the 5% level is 3.84, so we reject the null hypothesis of no association between brand preference for these two  detergents and prior use of brand M. 

III. Two-Way Log-Linear Model: Preference Between Two Brands Vs. Prior use of One

A. The Model

The probability of each of the cells, for example, in Table 3, is Pij. For example, the observed probability for the first row and the first column is P11 = 207/1007 = 0.206. The probabilities for each cell are postulated to depend on the exponential of a linear function of a number of parameters, where the superscripts B and U refer to brand X or M and yes or no for prior use of brand M. The subscripts i and j refer to the row and column in the 2x2 table.

PijBU = exp[u + uiB + ujU+ uijB,U]




(1)

Taking natural logarithms, 

lnPijBU = u + uiB + ujU+ uijB,U 





(2)

hence the name log-linear model. The parameter u is an overall effect. There are two parameters uiB, one for each row or brand. Similarly there are two parameters ujU, one for each column or prior use of brand M, yes or no. Lastly, there are four parameters uijBU, one for each of the four cells in Table 3. Thus the log-linear model has a total of nine parameters, but we only need to fit four observed probabilities, one for each cell in this 2x2 table. Thus the model is over parameterized.

B. The Constraints


This problem is handled by setting the sum of parameters over the index i equal to zero:
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uiB = 0, so u1X = - u2M 
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 uijBU = 0, so u1jXU = - u2jMU, or u11XY = - u21MY, u12XN = - u22MN

(4)

Similarly, setting the sum of parameters over the index j equal to zero,
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  ujU = 0, so u1Y = - u2N
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uijBU = 0, so ui1BY = - ui2BN, or u11XY = - u12XN, u21MY = - u22MN


(6)


So there are only four independent parameters, u, u1X, u1Y, and u11XY. In this case, the model is exactly parameterized and the observed probabilities will be fitted exactly, and this model is called fully saturated as a consequence.

C. Solving For the parameters from the Observed Cell Probabilities


Each of the four parameters can be calculated from the observed probabilities. Summing the log linear model over both i and j, we have
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(7)

where I is the total number of rows, in this case 2, and J is the total number of columns.

Sums over the other parameters, indexed by i or j or both, are zero from the constraints. So  
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(8)

Summing the log-linear model over I:
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(9)
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(10)

so 
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2M can be calculated from the observed probabilities by summing the log-linear model over the index j and imposing the constraints. Lastly, the parameters uijBU can be estimated from the appropriate observed cell probability and the other estimated parameters, using the expression for the log-linear model. For example:
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(11)


There is not much reason to solve for these parameters to exactly fit the observed probabilities because we already have their values. However, we can test hypotheses such as independence, by setting one of the parameters equal to zero, and seeing if this significantly raises the Chi-Square statistic. Of course for the exactly fitted model using all the parameters, the expected probabilities equal the observed probabilities so the Chi-Square statistic is zero. But if we set one of the parameters, such as uijBU equal zero, then the expected probabilities will no longer equal the observed probabilities exactly, and the Chi-Square statistic could rise. The question is, will it rise significantly?

D. The Log-Odds Model


If one of the variables is clearly the dependent variable, in our example, consumer detergent brand preference, then we can simplify the expression for the log-linear model.

Using the log-linear model to express the log-probability for preferring brand X:


lnP1jXU = u + u1X + ujU+ u1jX,U 




(12)

and for brand M:


lnP2jMU = u + u2M + ujU+ u2jM,U




(13)

and subtracting Eq. (13) from Eq. (12) we have:


lnP1jXU - lnP2jMU = ln [P1jXU/P2jMU] = u1X - u2M + u1jX,U - u2jM,U 
(14)

From the constraints, - u2M equals u1X , and - u2jM,U equals u1jX,U, so Eq. (14) simplifies to 

 ln [P1jXU/P2jMU] = 2u1X  + 2u1jX,U 




(15)

Equation (15) will fit the log odds of preferring brand X to brand M, ln [P1jXU/P2jMU], exactly. But if we set the interaction parameter u1jX,U to zero, then 

ln [P1jXU/P2jMU] = 2u1X  





(16)

i.e. the log odds is a constant and does not vary with prior use of brand M.


From Table 3, the odds of preferring brand X over brand M depending on prior use of brand M. These odds, and their logarithms, are presented in Table 7. The odds of preferring brand X to brand M does appear to vary with prior use of brand M, being higher if the consumer has not previously used brand M. We tested the significance of this interaction between brand preference and prior use when we tested and rejected independence using Table 5. Hence the full log-odds model, Eq. (15), is necessary. Of course all this Goodman log-linear apparatus would seem redundant for two-way contingency table analysis, but it becomes more useful for three-way analysis.

-----------------------------------------------------------------------------------------------

Table 7: Observed Odds of Preferring Brand X Over Brand M

	
	Prior Use of Brand M
	No Prior Use of Brand M

	Odds 
	0.7555
	1.3378

	Log Odds 
	-0.2804
	0.2910


IV. Three-Way Log-Linear Analysis: Brand Preference, Brand Use and Water Hardness


If we consider another explanatory variable, water hardness, W, with three categories, soft (S), medium(M), or hard(H), as indexed by k, this expands the log-linear model:


lnPijkBUW = u + uiB + ujU+ ukW + uijB,U 
+ uikB,W + ujkU, W + uijkB,U, W 
(17)

Expressing the log-probability for preferring brand X:


lnP1jkXUW = u + u1X + ujU+ ukW + u1jX,U + u1kX,W + ujkU,W + u1jkX,U,W 
(18)

and expressing the log-probability for preferring brand M:


lnP2jkMUW = u + u2M + ujU+ ukW + u2jM,U + u2kM,W + ujkU,W + u2jkM,U,W 
(19)

and subtracting Eq. (19) from (18), we have

lnP1jkXUW - lnP2jkMUW = u1X - u2M + u1jX,U - u2jM,U + u1kX,W - u2kM,W + u1jkX,U,W - u2jkM,U,W 

(20)

Using the constraints on the parameters, from summing over the index i :


u1X = - u2M , u1jX,U = - u2jM,U , u1kX,W = - u2kM,W , and u1jkX,U,W = - u2jkM,U,W 

so Eq. (20) simplifies to the log odds of preferring brand X to brand M;

ln[P1jkXUW /P2jkMUW ] = 2u1X  + 2u1jX,U + 2u1kX,W + 2u1jkX,U,W

(21)

Thus these log odds depend on the own effect, 2u1X, the interaction of brand preference with prior use of brand M, 2u1jX,U, the interaction of brand preference with water hardness, 2u1kX,W, and lastly, a three-way interaction effect between brand preference and prior use of brand M and water hardness, 2u1jkX,U,W. This model for log odds can be summarized with a branching diagram, as shown in Figure 1.

--------------------------------------------------------------------------------------------------







Figure 1: Schematic for Three-Way Contingency Table, Log-Linear Odds Model


The top level is the fully saturated model, with no parameters constrained to zero, and hence no degrees of freedom. Since the expected counts from this model will equal the observed counts, Pearson’s Chi-Square statistic is zero. Another Chi-Square statistic is called the G2 statistic, where G2 = 2 
[image: image23.wmf]å

(observed) ln[observed/expected], and G2 is 

–2 times the logarithm of the likelihood ratio statistic used for testing a constrained model, such as level two or level three etc. versus the unconstrained model (top level) that fits the observed data perfectly. An advantage of the G2 Chi-Square over Pearson’s Chi-Square is that the former is hierarchical and always increases as one moves from level one to level two, or from level two to level three, so that one can test for increases in G2 using increases in the decrees of freedom.


The second level sets the three-way interaction effect between brand preference and prior use of brand M, and water hardness, 2u1jkX,U,W, to zero. Since there is only one independent 3-way interaction parameter, the number of degrees of freedom for this model is one. Implicit in this log odds model is never setting any of the parameters that subtracted out, such as the two-way interaction of prior brand use M and water hardness, i.e. ujkU,W, to zero. These parameters are implicit in the log-odds model. Hence the focus is on the potential interaction of the explanatory variables (prior use of brand m and water hardness) and the dependent variable (brand preference).


The third level involves two possible branches, setting the three-way interaction term and one of the two two-way interaction terms to zero. For example, for the branch on the left, only the 2-way interaction term for brand preference and prior use of brand M remains. The two-way interaction effect between brand preference and water hardness has been set to zero, along with the three-way interaction effect. The degrees of freedom increase to two, since there was only one independent parameter, 2u1kX,W, set to zero.


At the fourth level, only the own effect remains and the log-odds are constant regardless of the category for prior use of brand M and/or water hardness.

V. Quantitative Analysis of the Three-Way Contingency Table

It is possible to calculate expected cell counts for the constrained models, i.e. levels two or three in Figure1. The calculations can be done using an iterative non-linear estimation technique, which is available in the program Systat, available for both Windows and Mac operating systems. . The resulting Chi-Square statistics are shown in Figure 2.


---------------------------------------------------------------------------------------









Figure 2: Fitted Three-Way Contingency Table

----------------------------------------------------------------------------------------


The best model is probably the fully saturated model since constraining the three-way interaction effect to zero is close to being significant at the 5% level. This is consistent with our analysis of the odds of preferring brand x over brand M, in Table 2.

The three variables can also be analyzed using three-way tabulation in EViews. 

Table 8 from the Eviews output shows that conditional on no prior use of brand M, there is only weak interdependence between brand preference and hardness. The same conclusion is true for prior use of brand M, as shown in EViews Table 9. This is consistent with the left branch in Figure 2, i.e brand preference is more strongly correlated with prior use of brand M than with water hardness.


Preference 1 is brand X and preference 2 is brand M. Water softness levels 1, 2, and 3, are soft, medium, and hard. Prior use of brand M is yes, no, coded 1, 0.

-----------------------------------------------------------------------------------------------

	Tabulation of HARDNESS and PREFERENCE and USE

	
	
	
	
	

	Sample: 1 1007

	Included observations: 1007

	
	
	
	
	

	Tabulation Summary

	
	
	
	
	

	Variable
	Categories
	
	

	HARDNESS
	3
	
	

	PREFERENCE
	2
	
	

	USE
	2
	
	

	Product of Categories
	12
	
	

	
	
	
	
	

	Test Statistics
	df
	Value
	Prob

	Pearson X2
	7
	27.21374
	0.0003

	Likelihood Ratio G2
	7
	27.26224
	0.0003

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	


	
	
	
	
	

	Table 8: Conditional table for USE=0:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	1
	92
	80
	172

	HARDNESS
	2
	99
	73
	172

	
	3
	110
	72
	182

	
	Total
	301
	225
	526

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.057799
	
	

	Cramer's V
	0.057799
	
	

	Contingency Coefficient
	0.057702
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	2
	1.757203
	0.4154

	Likelihood Ratio G2
	2
	1.756451
	0.4155

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	

	Table 9: Conditional table for USE=1:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	1
	76
	77
	153

	HARDNESS
	2
	70
	102
	172

	
	3
	61
	95
	156

	
	Total
	207
	274
	481

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.092522
	
	

	Cramer's V
	0.092522
	
	

	Contingency Coefficient
	0.092129
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	2
	4.117531
	0.1276

	Likelihood Ratio G2
	2
	4.101864
	0.1286

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	



Table 10 from the Eviews output is a simple two-way table between preference and hardness.

	Table 10: Unconditional table:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	1
	168
	157
	325

	HARDNESS
	2
	169
	175
	344

	
	3
	171
	167
	338

	
	Total
	508
	499
	1007

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.020995
	
	

	Cramer's V
	0.020995
	
	

	Contingency Coefficient
	0.020991
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	2
	0.443895
	0.8010

	Likelihood Ratio G2
	2
	0.443936
	0.8009

	
	
	
	
	

	
	
	
	
	


------------------------------------------------------------------------------------


Lastly Tables 11, 12, and 13 show the correlation between brand preference and prior use, conditional on hardness, showing a significant correlation for medium and hard, but not for soft.

	Sample: 1 1007

	Included observations: 1007

	
	
	
	
	

	Tabulation Summary

	
	
	
	
	

	Variable
	Categories
	
	

	USE
	2
	
	

	PREFERENCE
	2
	
	

	HARDNESS
	3
	
	

	Product of Categories
	12
	
	

	
	
	
	
	

	Test Statistics
	df
	Value
	Prob

	Pearson X2
	7
	27.21374
	0.0003

	Likelihood Ratio G2
	7
	27.26224
	0.0003

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	

	
	
	
	
	


	Table 11: Conditional table for HARDNESS=1:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	0
	92
	80
	172

	USE
	1
	76
	77
	153

	
	Total
	168
	157
	325

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.038108
	
	

	Cramer's V
	0.038108
	
	

	Contingency Coefficient
	0.038081
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	1
	0.471978
	0.4921

	Likelihood Ratio G2
	1
	0.472047
	0.4920

	
	
	
	
	


	Table 12: Conditional table for HARDNESS=2:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	0
	99
	73
	172

	USE
	1
	70
	102
	172

	
	Total
	169
	175
	344

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.168630
	
	

	Cramer's V
	0.168630
	
	

	Contingency Coefficient
	0.166283
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	1
	9.782046
	0.0018

	Likelihood Ratio G2
	1
	9.829000
	0.0017

	
	
	
	
	


	Table1 3: Conditional table for HARDNESS=3:

	
	
	
	
	

	
	 
	
	PREFERENCE
	

	Count
	 
	1
	2
	Total

	
	0
	110
	72
	182

	USE
	1
	61
	95
	156

	
	Total
	171
	167
	338

	
	
	
	
	

	Measures of Association
	Value
	
	

	Phi Coefficient
	0.212753
	
	

	Cramer's V
	0.212753
	
	

	Contingency Coefficient
	0.208095
	
	

	
	
	
	
	

	Table Statistics
	df
	Value
	Prob

	Pearson X2
	1
	15.29913
	0.0001

	Likelihood Ratio G2
	1
	15.41547
	0.0001

	
	
	
	
	


Fully Saturated Model, 0 dof, (2 = 0





Brand Preference *Prior Use of M + Brand Preference *Water Hardness + Own Effect


(I-1)(J-1)(K-1) dof = 2dof





Brand Preference *Prior Use of M + Own Effect


J(I-1)(K-1) dof = 4dof





Brand Preference *Water Hardness + Own Effect


(I-1)(J-1)K dof = 3dof





Own Effect


(I-1)(JK-1) dof = 5 dof





Fully Saturated Model, 0 dof, (2 = 0





( dof =2


( G2 = 5.54





Brand Preference *Prior Use of M + Brand Preference *Water Hardness + Own Effect


(2 = 5.55, G2 = 5.54, dof = 2, probability = 0.063
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Brand Preference *Prior Use of M + Own Effect


(2 = 5.87, G2 = 5.86, dof = 4





Brand Preference *Water Hardness + Own Effect


(2 = 25.55, G2 = 25.72, dof=3
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Own Effect


(2 = 25.99, G2 = 26.16, dof =5
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